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Abstract users and vendors. The security incident data are usually
collected from different companies, organizations or4ndi
With the increasing security threats from infrastructure viduals, and their privacy concerns have to be considered.
attacks such as worms and distributed denial of service at- To prevent the misuse of incident data, appropriate data san
tacks, it is clear that the cooperation among different or- itization through which the sensitive information is obfus
ganizations is necessary to defend against these attackscated is highly preferable. For example, DShield lets audit
However, organizations’ privacy concerns for the incident log submitters perform partial or complete obfuscation to
and security alert data require that sensitive data be sani- destination IP addresses in the datasets, where partial ob-
tized before they are shared with other organizations. Suchfuscation changes the first octet of an IP address to decimal
sanitization process usually has negative impacts on4intru 10, and complete obfuscation changes any IP address to a
sion analysis (such as alert correlation). To balance the fixed value10.0.0.1.
privacy requirements and the need for intrusion analysis,  To protect networks and hosts on the Internet, many se-
we propose a privacy-preserving alert correlation apprioac  curity systems such as intrusion detection systems (IDSs)
based on concept hierarchies. Our approach consists of twoare widely deployed. However, current IDSs have some
phases. The first phaseéstropy guided alert sanitizatiopn  well-known limitations. They usually flag thousands of
where sensitive alert attributes are generalized to higbel alerts per day, among which false alerts are mixed with true
concepts to introduce uncertainty into the dataset with-par ones. To better understand the security threats, it is nec-
tial semantics. To balance the privacy and the usability of essary to perform alert correlation. Current correlatipn a
alert data, we propose to guide the alert sanitization pro- proaches can be roughly divided into four categories: (1)
cess with the entropy or differential entropy of sanitizéd a  similarity based approaches (e.g., [19, 17]), which penfor
tributes. The second phasesianitized alert correlatiowe clustering analysis through calculating the similarity- be
focus on defining similarity functions between sanitized at tween alert attributes, (2) approaches based on pre-defined
tributes and building attack scenarios from sanitized &er  attack scenarios (e.qg., [5, 9]), which build attack scersari
Our preliminary experimental results demonstrate theceffe  through matching alerts to pre-defined scenario templates,
tiveness of the proposed techniques. (3) approaches based on prerequisites (pre-conditioms) an
consequences (post-conditions) of attacks (e.g., [4,, 11])
which create attack scenarios through matching the con-
1 Introduction sequence of one attack to the prerequisite of another, and
(4) approaches based on multiple information sources (e.g.
In recent years, the security threats from infrastructure [13; 10, 20]), which correlate alerts from multiple secyrit
attacks such as worms and distributed denial of serviceSyStéms such as firewalls and IDSs.
attacks are increasing. To defend against these attacks, Current alert correlation approaches generally assume
the cooperation among different organizations is necgssar all alert data (e.g., destination IP addresses) are alilab
Several organizations such as CERT Coordination Cen-for analysis, which is true when there are no privacy con-
ter and DShieldtft t p: / / waw. dshi el d. or g/ ) collect cerns. However, when multiple organizations provide san-
data (including security incident data) over the Interpet; ~ itized alert and incident data (because of privacy congerns
form correlation analysis, and disseminate information to for intrusion analysis, alert correlation will be affectede
*The authors would like to thank the anonymous reviewers teirt to the lack of_precise data'-lt 's desirable tO- have techrsique
valuable comments. This work is supported by ¥he Nationarise Foun- o perform privacy-preserving alert correlation such that

dation (NSF) under grants ITR-0219315 and CCR-0207297,bgnthe privacy of participating Organizations is preserved, and a
U.S. Army Research Office (ARO) under grant DAAD19-02-1-8921 the same time, alert correlation can provide useful results




To our best knowledge, [7] is the only paper addressing pri- 7" and a sef of attribute names, where each attribute name
vacy issues in alert correlation, which uses hash functionsa; € S has an associated domdom(a;). (For conve-
(e.g., MD5) and keyed hash functions (e.g., HMAC-MD5) nience, we may use type narmigo represent either the type
to sanitize sensitive data. This approach is effective in de name or the corresponding alert type in this paper.) Origina
tecting some high-volume events (e.g., worms). However, alerts are flagged directly by security systems. Formatly, a
since hash functions destroy the semantics of alert atésbu  original alert ¢, of typeT is a tuple on the attribute names
(e.g., the loss of topological information due to hashed IP S, where for each attribute namg € S, the corresponding
addresses), the interpretation of correlation resultoisn  element; in the tuple is a value in;'s domainDom(a;).

trivial. In addition, hash functions may be vulnerable to Example 1 An FTP.Glob_Expansionalert type has a set

brute-force attacks due to limited possible values of alert ¢ ~+ribute nameg SrclP, SrcPort, DestIP, DestPort, Start-
attributes, and keyed hash functions may introduce difficul ;e EndTime , where the domain drclPand DestlPis

ties in correlation analysis due to the differentkeysused b possible IP addresses, the domainSstPortand Dest-

different organizations. , , Port consists of all possible port numbers, agthrtTime

In this paper, we propose a privacy-preserving alert cor- g q engTimeare possible times an alert begins and ends.
relation approach based on concept hierarchies. This ap-  ap, original alert with type FTP.Glob_Expansionis
proach works in two phasegntropy guided alert saniti- given as follows: {SrclP=10.20.1.1, SrcPort=1042,
zationandsanitized alert correlation The first phase pro- DestlP=10.10.1.1, DestPort=21, StartTime =11-10-2004
tects the privacy of sensitive alert data. We classify alert 15:45:10, EndTime =11-10-2004 15:45:10
attributes into categorical (e.g., IP addresses) and menti

ous ones (e.g., the total time a process runs), and sanitize In this paper, the privacy of alerts is related to the origjina

them through concept hierarchies. In a concept hierarchy,ValueS of sensitive attributes in individual alerts. Touaes

original attribute values are generalized to high-levei-co ~the privacy of individual alerts, these sensitive origiai-
cepts. For example, IP addresses are generalized to net/€S should be sanitized. ganitized alert,, with typeT" is
work addresses, and continuous attributes are generalize@ tUPle on the attribute name sgtwhere for some attribute
to intervals. We replace original attribute values withreer ~ N@Mea; € S, the corresponding element in the tuple
sponding high-level concepts, thus introducing uncetyain IS & transformed value in domaiformn,(a;) (Dom(a;) is
while partially maintaining attribute semantics. To balan ~ D0ma;) or adifferent domain). To continue Example 1, as-
the privacy and usability requirements, alert sanitizato ~ SUmeDestIPof FTP_Glob Expansioris sensitive. To san-
guided byentropyor differential entropy[3] of sanitized itize Fhe orlgmal alert, we leDestIP=10.10.1.0/24 (it is
attributes, where the entropy or differential entropy fans sanmzed.to its corres_pond|r7@4 network address). All the
itization is determined according to the privacy policy. other attributes remain unchanged.

To understand the security threats, the second phase of !N the remainder of this paper, we may use attributes to
our approach is to correlate sanitized alerts. As we men-Tepresent either attribute names, attribute values or iboth

tioned earlier, examining the similarity between alert at- It IS ¢lear from the context. Likewise, we may use alerts to

tributes and building attack scenarios are two focusesrin cu denote either original alerts, sanitized alerts, or batithe

rent correlation methods. We investigate both problems un-following, we present concept hierarchy based sanitinatio

der the situation where alerts are sanitized. We first exam-Or categorical and continuous attributes, respectively.

ine similarity functions based on original attribute vaue ) : L

and then show how to revise them to calculate similarity 2-1 ~ Categorical Attribute Sanitization

between sanitized attributes. To build attack scenaras fr ) ) )

sanitized alerts, we propose aptimistic approach As Categorlcal attrlbutes have discrete values. Examples of

long as it is possible that two sanitized alerts havaasal categoncal_ attantes are IP addre_s_ses and port numbers.

relation, we link them together. Hence multiple alerts are Concept hierarchies abstract specific (low-level) corgept

connected through causal relations to form attack scemario into general (high-level) ones, which are widely used iradat
The remainder of this paper is organized as follows. Sec-Mining. A concept hierarchy is based epecific-general

tion 2 presents techniques on entropy guided alert sanitiza reations. Given two concepts andc; (e.g., two attribute

tion. Section 3 discusses correlating sanitized alerts- Se Values), where; is more general tham (or equivalently,

tion 4 presents our experimental results. Section 5 dissuss €1 iS more specific thany), we denote the specific-general

related work, and Section 6 concludes this paper. relation between; ande; asc; = c;. As a special case, we
havec < ¢ for any concept. Given an attribute name with

the corresponding domain, we can define specific-general

2 Entropy Guided Alert Sanitization relations through grouping a subset of attribute values and
abstracting them into a more general concept. For example,
Alert Types, Original Alerts and Sanitized Alerts. In- a block of IP addresses can be organized as a subnet. Thus

tuitively, an alert type defines the possible attributesdo d given an IP addrest0.10.1.5 and a subnet0.10.1.0/24,
scribe a type of alerts. Formally, afert typeis atype name  we havel0.10.1.5 < 10.10.1.0/24.



10.10.0.0/16

to be generalized to,, then for any leaf node value;,

the probabilityp(a = v;) = 1/LeafCount(v,), thus we
haveH,(vy) = log, LeafCount(vg). To continue Exam-
ple 2 under the assumption of equal probabilities for leaf
nodes, the entropy dbestIPassociated witH0.10.1.0/24

is log,LeafCount{0.10.1.0/24) = log, 256 = 8.

Attribute entropy can help us design a satisfactory con-
cept hierarchy. For example, if we want to achieve an
entropy value8 when sanitizingDestIP distributed from
10.90.1.0 to 10.90.1.255 with equal probabilities, we can
design a concept hierarchy with two levels, where the root
node is a/24 network (10.90.1.0/24), and the leaf nodes
are those individual IP addresses. Entropy can also help
us choose an appropriate general value in a given con-
cept hierarchy. For example, consider an original attebut

A concept hierarchy consists of a set of specific-generalDestlP=10.10.10.1 and a concept hierarchy in Figure 1(a),
relations, and usually is organized as a tree, where leafwhere leaf nodes in the hierarchy have equal probabilities.
nodes denote the most specific concepts (original attributelf we require an entropy valug we can choose the general
values), and the root node represents the most general corvalue10.10.1.0/24 to sanitize the original attribute.
cept in this hierarchy. For example, Figure 1(a) shows
a concept hierarchy for IP addresses, where IP addressed.2 Continuous Attribute Sanitization
from 10.10.1.0 to 10.10.1.255 and from 10.10.2.0 to
10.10.2.255 are organized into two subnet$.10.1.0/24 Some attributes in an alert take continuous values, for
and 10.10.2.0/24, respectively. For each attribute (e.g., example, the CPU time a process uses. To sanitize a con-
source IP address), or a set of attributes having the samdinuous attribute, we divide the domain of the attribut@int
domain (e.g., both source and destination IP addresses), wéutually exclusive intervals, and replace the originalieal
can build a concept hierarchy based on the attribute domainwith the corresponding intervals. Formally, if the domaiin o
Then we perform alert sanitization by replacing original at an attributea is Dom(a), we partitionDom(a) into n in-
tribute values with more general values in the hierarchy. ~ tervalsry, s, - - -, r,, such that (1J7_, 7. = Dom(a), and

Example 2 To continue Example 1, assunestlP of  (2)foranyi, j, wherel <i,j < nandi # j,r; Nr; = 0.

FTP.Glob_Expansionis sensitive. We use the concept hi- _ The partitions_ of an attribute domain can be organized
erarchy in Figure 1(a) to perform sanitization. We replace Nt© & concept hierarchy. For example, Figure 1(b) shows
DestlP=10.10.1.1 withDestIP=10.10.1.0/24. The other at- & CONcept hierarchy for attribu@PUProcessingTiméas-
tributes remain unchanged. suming its domain is intervdD, 256]). Several approaches

) . have been proposed to create concept hierarchies for con-
To balance the privacy and usability of alert data, we brop b

d to desi iof hi h ¢ tinuous attributes in data mining. For example, one simple
need to design a satistactory concept hierarchy to periormy, .4 ch organizes a hierarchy into multiple levels, where
sanitization, or choose appropriate general values tacepl

- . " ) ) each level has different number of equal-length intervals.
original attribute values in a given concept hierarchy. We

: : ) Example 3 Consider alVM_Malfunctionalert with a sen-
g;?tpa(i)r?tilJ[rzeg;sISfﬁ;?E;teegg?icczslsa?tsrib\?ﬁgsopy[a]’ anun sitive attribute CPUProcessingTime 82.6 milliseconds.

We start with calculating the entropy of a sanitized at- Usmg th_ﬁ conczgt gzrarchy in Figure 1(b), we &UPro-
tribute. In a concept hierarchy for a categorical attribute cessingTime= (64, 128].

10.10.1.0/24 10.10.2.0/24

(b) A Concept Hierarchy foCPUProcessingTime

Figure 1. Two Examples of Concept Hierarchies

given an attribute value, which is either an original ora 10 design a satisfactory concept hierarchy for sanitiza-
generalized value, we udéoddwv) to denote the node hay- tion, or choose an appropriate mterval to r_eplace an aalgin
ing valuev. Given a general value,, we useSubTre¢v,) value in a concept hierarchy, we uditferential entropy3],

to denote the subtree rooted\tidgv,), andLeafCountv,) ~ @nuncertainty measurtor continuous attributes.

to denote the number of leaf nodesSabTreé,). When We first discuss how to compute differential entropy.

tice Nodév,) should be a leaf node BubTre¢v,). We de- length ofv, is critical to the calculation of the attribute un-

note the entropy of attributeassociated withy, asH, (v,), certainty. We letfLength(vy) deno_te the difference between

whereH, (v,) — ZLeafCount(vg) (a=uv )log p(a‘ - the upper and lower bounds of intervgl. We denote the
a(vg — = ) = . X . X

v;). Based on the frequencies of attribute values, we Candlﬁerentlal entropy of: associated withy, asHa (vy).

compute attribute entropy using the above equation. For _

example, if all leaf nodes iBubTre¢v,) are equally likely Halvg) = f(a)log; f(a)da (1)



wheref(a) is the probability density function for attribute value6 for sanitization, we can choo$64, 128] to replace
a over interval,. the original value.
Equation 1 is derived and simplified from the standard
form of differential entropy [3]. In the standard form, 3 Correlation Analysis of Sanitized Alerts
Ho(Dom(a)) = = [p,m(a) fola)logy fo(a)da, where
fo(a) is the probability density function over attribute do- The second phase of our approach is sanitized alert cor-

main Dom(a). Under our sanitization technique, although rejation. As we stated in the Introduction, examining the
we cannot know the exact value of attributave are certain  gimilarity between alert attributes and building attack-sc

thatitis in interval,, wherev, may be a part oDom(a). narios are two focuses in current correlation approaches. |
Then we know that the probability density functigtu) is  sypsections 3.1 and 3.2, we discuss how to compute the
0 outside intervaly,. Thus the integration in Equation 1 sjmjlarity between sanitized attributes and building ekta
only needs to be performed ovey *. scenarios for sanitized alerts, respectively.

Based on Equation 1, we can compute differential en-
tropy for sanitized attributes where their original valaes 3.1 Similarity between Sanitized Attributes
in different distributions. As an example, we derive a for-
mula for uniformly distributed attributes. The originat at
tributes in other distributions can be computed in a simi-
lar way. Assume an attribute is in uniform distribution
and is sanitized to intervady, 5]. Thus its probability den-

Sanitized Categorical Attributes. Several functions or
heuristics (e.g., techniques in [19, 17]) have been prapose
to calculate the similarity between (original) attributal-v
) ) ; ues. Here we first give a simple heuristic, and then discuss
sity function f(a) is 1/(6 — a) whena < a < [3; other- 4 ¢4 revise this heuristic to calculate the similarity be-
wise f(a) = 0. Based on Equation 1, we ha¥#,(vs) = yween sanitized categorical attributes. Other simpleieur
- jf f(a)logy f(a)da = logy(B—a) = logy Length(vy). tics can be revised using a similar approach.

This equation tells us that differential entropy can be If two original attributesr,, andy, are known, we give a
greater than, equal to, or less than Consider a ran-  similarity function between them as follows.
dom variableX uniformly distributed over an interval with
length1. For a sanitized continuous attribute, if its differen- Sim(zo, yo) = {
tial entropy is greater thay, then its uncertainty is greater e
than variableX; if its differential entropy is equal to, its
uncertainty is equal t&; otherwise its uncertainty is less
than X. As noted by Shannon [16], an important differ-
ence between the differential entropy and the entropy for
categorical attributes is that differential entropy isléateve
to the coordinate system”. In other words, if the measure-
ment units are changed (e.g., from milliseconds to seconds)
differential entropy values may also change. To continue
Example 3, further assume attrib @®UProcessing Timis
uniformly distributed in interva(64, 128]. The differential
entropy ofCPUProcessing Timassociated witli64, 128] is
log, (128 — 64) = 6.

The differential entropy can help design a satisfactory
concept hierarchy. For example, assume the domain of a
attribute is[0, 64] with uniform distribution. If we require
a differential entropy valué, we can build a concept hier-
archy with two levels, where the root nodefi G4, and between them; otherwise their similarity is low.
there are two leaf nodd8, 32] and (32, 64]. The differen- N h’ h h y b bI
tial entropy can also help us choose an appropriate interval ow we show how to compute the probability th@?t
to replace an original value. For example, consider an orig- a_ndyg have the same original vaIue._To simplify our d_|scus-
inal attributeCPUProcessingTime32.6 milliseconds and a sion, we assume leaf node values in the concept hierarchy

concept hierarchy in Figure 1(b). Assume attributes are in hgve equgl probabll{tles. Using probabl|llty theory, the re
uniform distribution. If we require a differential entropy vised similarity function based on Equation 2 is as follows.

1, if 2o = yo,
0, otherwise. (2)

After sanitizationz, andy, become generalized values
x4 andy,, respectively. There are several ways to compute
the similarity between, andy,. For example, we can treat
the sanitized attributes as the original ones, and use Equa-
tion 2 to compute their similarity. This is a coarse-grained
similarity measurement because even if the sanitized val-
ues are the same, their corresponding original values may
be different. We propose to compute their similarity by es-
timating the probability that, andy, have the same orig-
inal value. Intuitively, in a concept hierarchy, two nodes
Nod€zx,) andNod€gy,) are possible to have the same orig-
inal value only if they are in the same path from the root
to a leaf node oddgx,) andNodgy,) may be the same).

In other words, there is a specific-general relation between
x4 andy,. If the probability thatr, andy, have the same
original value is large, we interpret it as a high similarity

1 .
170 let the probability density functiofi(a) satisfy [, f(a)da =1, _ LeafColunt(zg)’ !f Yg = g,

f(a) can be derived frony,(a). Assumefug fo(a)da = q < 1. We Sim(zg,yy) = TeafCount(yy)’ if xg < yg, (3)

can letf(a) = fo(a)/q in interval vy; otherwisef(a) = 0. Another 0, otherwise,

method to getf(a) is to compute the distribution parameters, which is » )
straightforward for uniformly distributed attributes. where X" denotes specific-general relations.



When the leaf node values in a concept hierarchy are notNote that similarity computation based on Equation 5 is

evenly distributed, to compute the similarity value fay
andy,, we can first compute the probability for each origi-

symmetric Sim(zg,yy) = Sim(yg, z4))-
We notice that in the probability computation, we

nal value based on attribute frequencies, then calculate th have taken several assumptions such Lasgth(z,)=

similarity value based ong, y,, the concept hierarchy, and
the probability for each leaf node.
Sanitized Continuous Attributes. The similarity func-

Length{y,)> A to simplify our calculation. However, the
essential steps involved in the probability computatioreha
been demonstrated. More sophisticated cases can be cov-

tion between continuous attributes is different from thfat o ered by a similar approach.
categorical attributes due to various reasons. For example
due to the clock drift, tw€CPUProcessingTimmay notbe 3.2 Building Attack Scenarios
reported the same even if their actual time is the same. Con-
sidering these situations, here we first give a simple simila  An attack scenario is a sequence of steps adversaries per-
ity function as follows. (Other similarity functions arepo  formed to attack victim machines. The essence of creating
sible and may be revised in a similar way to our approach.) attack scenarios from security alerts is to discover caesal
1 lations between individual attacks. For example, there is a
O’ causal relation between an earlB 8 ANNMAP_TCPattack
’ and a lateFFTP_Glob_Expansiorattack if the earlier one is
wherez, andyo are Origina| attribute values, ands a pre- used to prObe a vulnerable ftp service for the later one.
defined threshold. For example, if the difference between ~We extend a previous correlation method [11], which
two CPUProcessingTimis less than 5 milliseconds, we say targets at building attack scenarios from original aleuds,
their similarity is 1. build attack scenarios from sanitized alerts. In the follow
When z, and y, are generalized to intervals, and ing, we first give an overview of that correlation method
Ygs respective]y, there are several ways to compute therth a Sllght mOdlflcatlon, which Slmpl_lfles our discussion
similarity betweenz, and y,. For example, assuming W|th0utlos_|ng the essence of t_he_prewous method. _
Length(z,) = Length(y,) > X, their similarity is1 if A Previous Mef[hod for Bw_ldlng Attack Scenarios
x, = 4, and0 otherwise. This certainly is a rough, impre- [11]. The correlation method in [11] models each attack
cise estimation, because evemjfandy, are not the same  type through specifying its prerequisite and consequence,
interval, it is possible that the difference between theig-o where the prerequisite is the necessary condition to launch
inal values is less thak Similar to the categorical case, we the attack successfully, and the consequence is the possi-
propose to compute their similarity by estimating the prob- ble outcome if the attack succeeds. Prerequisites and con-
ability that the difference between their original valuss i Sequences are modeled by predicates. For example, the
within threshold). consequence of a port scanning attack mayEkestSer-
To simplify our discussion, suppose that original val- Vice(DestlP, DestPorfdenoting that an open pdbestPort
ues ofz, andy, are independent and uniformly distributed S found on hosDestIP. Formally, given an alert typ#’,
over intervalsz, andy,, respectively, and we also assume the prerequisite of" is a logical combination of predicates,
Length(z,) = Lengtly,) > \. More sophisticated cases anq the consequence Bfis a set of predlcates,_where the
such ad ength(z,) # Lengtt(y,) can be covered by an ap- variables in the predicates are attribute names in fype
proach similar to the following calculation. We notice the Example 4 Consider alert type§;=SCAN.NMAP_TCP
difference between two original values may be within  and T,=FTP_.Glob_Expansion T}’s prerequisite iSEx-
only if x4 andy, fall into any of the following two cases. istHost(DestlP)and{ExistService(DestIP,DestP o}t its
(1) z4 andy, are the same interval, or (2) fof, andy,, the consequence. Ty's prerequisite isExistService(DestIP,
difference between the lower bound of the higher interval DestPort)A VulnerableFtpRequest(DestliR)nd its conse-
and the upper bound of the lower interval is wittnIntu- quence ig GainAdminAccess(DestIP)

itively, this second case meangandy, either are adjacent Given a typel alertt, the prerequisite and consequence

intervals (e.g.[0, 5] and (5, 10]), or there is a small “gap”  of ¢ can be obtained through instantiatifits prerequisite

between them (e.g[0, 5] and([6, 11]). and consequence using attribute values and timestamps.
Using probability theory, the revised similarity function \we model causal relations between alerts (i.e., detected at

based on Equation 4 is as follows. tacks) asprepare-forelations. Intuitively, an earlier alert

t, prepares foa later alert, if the consequence df can

if |20 — Yo| < A,
otherwise,

Sim(xo,Yo) = { (4)

2\[Length(zy)]—\?

. —[Lengtfé(mg)]z , iz =y, contribute to the prerequisite ®§. Formally,t, prepares
Sim(xg,yy) = %, if0<d<), for t, if and only if (1) one of the instantiated predicates in
0, ! otherwise, t1’s consequence implies one of the instantiated predicates

(5) in to’s prerequisite, and (2) .EndTime< t¢5.StartTime.

whered is the difference between the lower bound of the Example 5 To continue Example 4, consider a tyfig
higher interval and the upper bound of the lower interval. alert t; and a type T, alert t5. Assume thatt;



and t, both haveDestIP=10.10.1.1 andDestPort21,
ti’s EndTimeis 11-15-2004 20:15:10, and,’s Start-
Time is 11-15-2004 20:15:15. Through predicate in-
stantiation, t;’s consequence i§ExistServic¢10.10.1.1,
21)}, to’s prerequisite isExistServic€l0.10.1.1, 21) A
VulnerableFtpRequedin.10.1.1).  Notice t;.EndTime <
to.StartTime. Then we know prepares fot..

Alert correlation graphs are used to represent the at-
tack scenarios discovered through alert correlation. For-

mally, an alert correlation graph is a directed graph ),
where each node € N is an alert, and each directed edge
(n1,n2) € FE represents that,; prepares fon,. For con-
venience, we may use causal relations prepare-forela-
tions interchangeably in this paper. Given two alertand
to, wheret, prepares fot,, we callt; the preparing alert,
andts the prepared alert.

Optimistic Approach to Building Attack Scenarios
from Sanitized Alerts. We notice that identifyingrepare-
for relations between alerts is essential to building attack
scenarios. However, after alert sanitization, we may not
be certain whethegorepare-forelations are satisfied if san-

alerts has @repare-forelation. To do so, we can first com-
pute the probability that one instantiated predicate iegli
another, and then consider timestamp requirement.

Example 7 To continue Example 6, considéixistSer-
vice(DestIP,DestPorth 77’s consequence arif,’s prereg-
uisite. After predicate instantiation using sanitizedrtde

we compute probabilitiesP(t1.DestIP:tg.DestIP)%,

and P(t;.DestPort=,.DestPort) =L. Hence the probability
that the instantiated predicatExistServicé10.10.1.0/24,

21) in t1's consequence implies the instantiated predicate
ExistServicé10.10.1.0/24, 21) in t2's prerequisite isﬁ.
Further note P(¢1.EndTime< ¢,.StartTime)=1. Then we
know the probability of thiprepare-forelation to be true

iS 5.

Notice that between two alerts, sometimes there may ex-
ist several pairs of instantiated predicates such that¢h ea
pair, one instantiated predicate may imply the other. Itis
difficult to estimate the probability that at least one impli
cation relationship is true because we do not know the de-
pendency among them. To simplify the probability estima-

tion, we assume pairs of instantiated predicates that may

itized attributes are involved. Without loss of generality 5.0 implication relationships are independent with prob-

we assume alert type data is not sanitized. We propose anyijities n

optimisticapproach to identifyingrepare-forelations be-
tween sanitized alerts. This approach identifiggepare-
for relation between two alerts andt, as long as it is
possible that (1) one of the instantiated predicates, ®
consequencenay imply one of the instantiated predicates
in to’s prerequisite, and (2) andty’s timestampsnaysat-
isfy ¢t1.EndTime< t,.StartTime. In other words, based on
sanitized attributes, we “guess” what possible origind va
ues are, and if these original values have a chance to satis
the implication relationship between instantiated pratéis,
and also satisfy the timestamp requirement, we identify a
prepare-forelation. Example 6 illustrates this idea.

Example 6 To continue Examples 4 and 5, assubDestIP

of alertst; andt, are sanitized based on the concept hier-
archy in Figure 1(a), wherdestIP=-10.10.1.1 is replaced
with DestIP=10.10.1.0/24. Sot;’s consequence becomes
{ExistServic€10.10.1.0/24, 21)}, and ty's prerequisite

is ExistServic€10.10.1.0/24, 21) A VulnerableFtpRequest
(10.10.1.0/24). Itis possible that the instantiated predicate
ExistServicé10.10.1.0/24, 21) in ¢;'s consequence implies
the instantiated predicat&xistServic€10.10.1.0/24, 21)

in to's prerequisite if both sanitizeBestIPattributes have
the same original IP address in netwoi.10.1.0/24.
Further due tot,.EndTime< t,.StartTime, we identify a
prepare-forelation between; andt,.

Attack Scenario Refinement Based on Probabilities of
Prepare-for Relations. Our optimistic approach certainly
may introduce falsegrepare-forrelations between alerts.
Without knowledge of original values, we cannot guaran-
tee that one instantiated predicate implies another if-sani
tized attributes are involved. To improve this approach, it

p2, -+, DPn, respectively. Then the probabil-
ity that at least one implication relationship is satisfied i
1= (1=p1)(1 —p2)--- (1 —pn). Next we consider times-
tamp requirement to further compute the probability for the
prepare-forelation.

After the probabilities ofprepare-forelations are com-
puted, it is desirable to use these probability values ta@ru
false prepare-forrelations in an alert correlation graph

1;}§e.g., removeprepare-forrelations with lower probabili-

ies). However, we observe that this ideal case may not
help much. As shown in Example 7, after sanitizing IP ad-
dresses tg'24 network addresses, the probability that two
alerts have grepare-forrelation is onlyﬁ, which may
imply that thisprepare-forelation isfalse However, con-
sidering that when the IP addresses ifi2d network are
sanitized, the probabilities of apirepare-forrelations in-
volving these IP addresses are small. If we remove all the
low-probability prepare-forelations, it is very likely that
sometrue prepare-forelations are pruned.

We further observe that if we calculate the probability
for a set ofprepare-forrelations instead of only one, we
can gain more interesting hints. Assumeairs ofprepare-
for relations have probabilitigs , p2, - - -, pn, respectively.
Further suppose they are independent. Thus the probability
that at least onprepare-forelation istrueis 1—(1—p; ) (1—
p2)---(1 — p,). This result may help us refine an alert
correlation graph.

To further refine an alert correlation graph constructed
from the optimistic approach, we propose to aggregate alert
correlation graphs. This is performed accordingtém-
poral constraintsand probability thresholds. Consider a
set S of alerts and a time interval with length (e.g., 6

is desirable to estimate how possible each pair of sanitizedseconds), where alerts i are sorted in increasing order



Algorithm 1. Aggregation to an alert correlation graph.
Input: An alert correlation grapt'G = (N, E), a temporal
constrainty, and a probability thresholél
Output: An aggregated correlation graptCG.
Method:
1. Partition edge st into subsets1,F», - - -, E; such
thatin anyE; (1 < ¢ < 1), all edges have the same preparing
alert type, and the same prepared alert type.
2. For each subsel; in £
3. Further partition; into groupsE;i1, Eis, - - -, E;; such
that the preparing alerts and prepared alert&;jn
(1 < k < j) satisfy temporal constraint respectively.
4. For each groupE;, in subsetE;
5 Compute the probabilitf that at least one
prepare-forelation inE;, is true.
If P> 6 Then
Aggregate edges iR into one; merge preparing
and prepared alerts, respectively.
8. ElseRemove all edges ifv;.
Remove preparing and prepared alert&ip if
they are not linked by other edges.
9. LetCG after the above operations BECG. OutputACG.

No

Figure 2. Aggregating alert correlation graphs

based orStartTime We call two alertsonsecutive alerts
their StartTimetimestamps are neighboring to each other in
S. S satisfies temporal constraiditif and only if for any
two consecutive alert§ and¢; in S wheret;.StartTime<
t;.StartTime,t;.StartTime—¢,.EndTime< 4. Intuitively,
this means the time intervals (in the form @tartTime
EndTimég) of any two consecutive alerts overlap, or the
“gap” between them is withig.

Given an alert correlation grapfG = (N, E) con-
structed from the optimistic approach, a temporal constrai
0, and a probability threshol@, we perform aggregation to

Table 1. Evaluating similarity functions

Categorical| Continuous
R, for “similar” pairs 100% 100%
R, for “similar” pairs 5.88% 9.95%
R, for “distinct” pairs 94.12% 90.05%
R, for “distinct” pairs 0% 0%

relations in the graphs.

4 Experimental Results
4.1 Evaluating Similarity Functions

We first evaluate the revised similarity functions (Equa-
tions 3 and 5). We are interested in how possible sanitized
datasets can provide similarity classification as that from
original datasets. In our experiments, we randomly gen-
erated a setS, of alerts with only one categorical (or
continuous) attribute, and then sanitized it to get a new set
Ss. For each pair of alerts i§,, we used Equation 2 (or
Equation 4, resp.) to calculate attribute similarity. ViéHibr
each pair of alerts i¥;, we used Equation 3 (or Equation 5,
resp.) to compute their similarity. Then we applied an opti-
mistic classification. If the similarity value is greateath
0, we classify this pair of alerts as “similar” pair; othereis
we classify them as “distinct” pair. We compared the results
from S, with those fromS,. We used two quantitative
measurescorrect classification rateR... for S, based on
S, andmisclassification ratek,,,.. for S based orS,. We

defineR.. and R,,. for “similar” pairs as follows.R.. =

#common “similar” pairs in bottb, and.S; and R
#"similar” pairsin S, ! me

#"similar” pairs in Ss—#common “similar” pairs inS, and.S;
#total alert pairs #"similar” pairs in S, :

CG through the algorithm shown in Figure 2. The basic Note thatR.. andR,,. are only for sanitized datasets, and
idea is that we aggregate the edges with the same prepamoth measures can be computed for “similar” or “distinct”
ing and the same prepared alert types into one such that th@airs. Likewise, we define correct classification rate and
probability that at least ongrepare-forelation (represented  misclassification rate for “distinct” pairs by replacing
by these edges) isue is greater than or equal to threshold “similar” with “distinct” in the above equations.
6. (The related nodes are merged accordingly.) Our first experiment is for categorical attributes. We
As we stated earlier, the alert correlation graphs con- generated a sef, of 2,560 alerts with DestIP attributes
structed from our optimistic approach may include both uniformly distributed over256 IP addresses in network
false andtrue prepare-forelations. They may also have 10.60.1.0/24 (from 10.60.1.0 to 10.60.1.255). Next we
large numbers of nodes and edges such that understandingartitioned this network intd6 subnets. Each subnet2g
these scenarios can be time-consuming. Algorithm 1 helpssubnet) had6 addresses. We sanitize& to S, such that
us improve the quality of alert correlation graphs in that it DestlPof each alert is generalized to the correspondizgy
reduces the numbers of nodes and edges, and may improvsubnet ID. We applied Equation 2 &), and Equation 3 to
the certainty aboyprepare-forelations (in the aggregated S,. The results are shown in the left part of Table 1.
sense). Note that after aggregation, a node in the aggregate  Our second experiment is for continuous attributes. We
correlation graph is actually a place holder which may rep- generated a s&, of 1, 000 alerts withCPUProcessingTime
resents multiple alerts. Our aggregation also has some lim-attributes uniformly distributed over intervigl, 100]. Then
itations because we may remove sotme= prepare-fore- we divided|0, 100] into 20 small equal-length intervals (the
lations from alert correlation graphs when the probability length of each small interval i5). Next we sanitizeds,
for them is less than the threshold. In our future work, we to S, by replacing original values with the corresponding
will investigate additional techniques to refine alert etar small intervals (a boundary value between two adjacent in-
tion graphs to reduce both false alerts and falsspare-for ~ tervals is put into the lower interval). Let = 2.5. We



applied Equation 4 t&, and Equation 5 t&,. The results  proach based on original datasets is slightly better than ou

are shown in the right part of Table 1. optimistic approach, which is reasonable because original
In these two experiments, the entropy and differential datasets are more precise than sanitized datasets. Neverth
entropy for attribute®estIP and CPUProcessingTimare less, our optimistic approach is relatively good: the mgjor

log216 = 4 andlog.5 = 2.3219, respectively. Our correct  of soundness measures are greater #g#f, and all com-
classification rates for both “similar” and “distinct” paiare pleteness measures are greater $A.

high (greater tha®0%), while the misclassification rates

for both pairs are low (less thai®%). This demonstrates

that the privacy of alert attributes can be protected with Table 2. Soundness and completeness

sacrificing the data functionality (similarity classificat) [LDOS 1.0 [LDOS 2.02
slightly. inside | DMZ | Inside | DMZ
M, (original) | 93.18% | 94.74% [ 92.31% | 100%
4.2 Building Attack Scenarios M, (sanitized)| 70.69% | 85.71% | 48.00% | 83.33%
M. (original) | 93.18% | 94.74% | 66.67% | 62.50%
To evaluate the techniques on building attack scenarios, | M. (sanitized) | 93.18% | 94.74% | 66.67% | 62.50%

we performed experiments on 2000 DARPA intrusion de-
tection scenario specific data sets [8]. The datasets iaclud In the second set of experiments, our goal is to ver-
two scenarios: LLDOS 1.0 and LLDOS 2.0.2, where each ify whether correlation methods can help us differentiate
scenario includes two parts (inside and DMZ). between true and false alerts. We conjecture that corre-
In the first set of experiments, our goal is to evaluate the lated alerts are more likely to be true alerts, and falsdsaler
effectiveness of our optimistic approach to building dttac have less chance to be correlated. This conjecture has
scenarios. We first used RealSecure network sensor 6.@een experimentally verified in [11] when original alerts
to generate alerts from four datasets: LLDOS 1.0 inside, are available. We try to see the results when alerts are
LLDOS 1.0 DMZ. LLDOS 2.0.2 inside. and LLDOS 2.0.2 Sanitized. Similar to [11], we compute detection rate as
T ! #detected attacks ##true alerts
DMZ. The prerequisites and consequences for all alert typeszobservabie atacksa'd false alert rate ds- =2 = We cal-
can be found in [12] (Tables Ill and IV). Due to space con- culated detection rates and false alert rates for Real€ecur
straint, we do not list them here. We first constructed alert network sensor, the correlation approach based on original
correlation graphs for the original alert datasets usirgg th datasets, and the correlation approach (our optimistic ap-
previous method [11]. Then we sanitized the destination IP proach) based on sanitized datasets. The results are shown
address of each alert (a sanitization policy used by DShield in Table 3. In Table 3, the numbers of alerts for correla-
by replacing it with its correspondin24 network ID. We tion approaches are the numbers of correlated alerts. We
applied our optimistic approach to building alert corriglat ~ observe that our optimistic approach still has the abibty t
graphs for the four datasets. To save space, here we only lisgreatly reduce false alert rates, while slightly sacrifjotie-
one alert correlation graph in Figure 3. tection rates. In addition, comparing the detection rateks a
In Figure 3, the string inside each node is an alert type false alert rates, the approach based on original datasets i
followed by an alert ID. Notice that to show the differ- slightly better than our optimistic approach since origina
ence between the alert correlation graphs created from thedatasets have more precise information than sanitized ones

original dataset and the sanitized one, we marked the ad- |n the third set of experiments, our goal is to evaluate the
ditional nodes obtained only from the sanitized dataset in effectiveness of the aggregation to alert correlation lgsap
gray. From Figure”3, it is clear that the alert correlation Due to space Constraint, we On'y show one case for LL-
graph from the sanitized dataset is a supergraph of the ongy0s 1.0 inside dataset. We aggregated the alert correlation
from the original dataset. This is because our optimistic graph in Figure 3, where we set temporal constré&iat co
approach identifieprepare-forelations even if the related  and probability thresholéd = 0.1. The result is shown in
probabilities are low. Figure 3 represents a multi-stage at Figure 4. In Figure 4, we notice that some false alerts are
tack scenario, which is consistent with the major steps ad-yyled out (e.g.EmaiLDebug6770% which is highly prefer-

versaries performed. _ _ able. However, we also observe that some true alerts are
We notice that false alerts may be involved in an alert pruned (e.g., threBadmindPing alerts), which is undesir-
correlation graph (e.g., aleEmailDebug67705n Fig-  aple. Though it is possible to mitigate this undesirablecas

ure 3). To further evaluate the effectiveness of our ap- through setting a lower probability threshold, we can never
proach, similar to [11], we used two quantitative mea- guarantee that only false alerts will be ruled out. Thus the

sures:soundness/, andcompleteness/., whereM, = aggregation should be applied with caution. The alert eorre
#£correctly correlated alerts and M. = #£correctly correlated alerts We lati h df h Lo h d th
Zcorrelated alerts c = Frelated alerts . ation graphs created from the optimistic approach and the

computed both measures for the correlation approachesggregated correlation graphs are complementary to each
based on original datasets and the sanitized ones. The reether, and they should be referred to each other to better
sults are in Table 2. Table 2 shows the correlation ap- understand the security threats.
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Figure 3. An alert correlation graph in LLDOS 1.0 inside dataset

Table 3. Detection rates and false alert rates in our experiments

Detection approach LLDOS 1.0 LLDOS 2.0.2
Inside | DMZ Inside | DMZ
RealSecure 922 891 489 425
# alerts Correlation for original datasets 44 57 13 5
Correlation for sanitized datasefs 58 63 25 6
RealSecure 61.67% | 57.30% | 80.00% | 57.14%
Detection rate| Correlation for original datasets 60.00% | 56.18% | 66.67% | 42.86%
Correlation for sanitized datase{s60.00% | 56.18% | 66.67% | 42.86%
RealSecure 95.23% | 93.60% | 96.73% | 98.59%
False alert ratd Correlation for original datasets 6.82% | 5.26% | 23.08% | 40.00%
Correlation for sanitized datasets29.31% | 14.29% | 60.00% | 50.00%
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Figure 4. Aggregation to the alert correlation graph in Figure 3

5 Related Work

To our best knowledge, [7] is the only paper that explic-
itly addresses privacy issues in alert correlation. This ap

proach is complementary to ours. DShield lets audit log
submitters perform partial or complete obfuscation to des-
tination IP addresses to sanitize sensitive informatioar O



approach can be considered an extension to the DShield ap- [4] F. Cuppens and A. Miege. Alert correlation in a coopeeti

proach; the sanitization process in our approach is guided
by the desirable entropy, which can be determined by the
privacy policy, and thus leaves maximum allowable infor-
mation for further analysis.

Our work is also closely related to tlieAnonymityap-
proaches [15, 18] where an entity’s information may be re-
leased only if there exist at least— 1 other entities in
the released data that are indistinguishable from this en-
tity. These approaches also apply generalization hieiesch
to help obfuscate attributes, whetes the pre-defined pa-
rameter to control the generalization process. Our approac
differs in that we use entropy to control the attribute san-
itization as well as to help design satisfactory concept hi-
erarchies. Moreover, we also study methods to correlate
sanitized alerts.

We notice that several other techniques may also be
used to protect the privacy of alerts, such as data pertur-
bation techniques [14, 6] used in statistical databases [1]
and privacy-preserving data mining techniques [2].

6 Conclusion and Future Work

In this paper, we proposed a concept hierarchy based ap-
proach for privacy-preserving alert correlation. It works
in two phases.
sanitization. We sanitize sensitive attributes through-co
cept hierarchies, where original attribute values are gene
alized to high-level concepts to introduce uncertaintp int
the datasets, and also partially maintain attribute seman-
tics. We further proposed to use entropy and differential
entropy to measure the uncertainty of sanitized attributes
and also guide the generalization of original attributese T
second phase is sanitized alert correlation, where we focus
on defining similarity functions between sanitized atttésu
and building attack scenarios from sanitized alerts. [

There are several future research directions. One of the
focuses in this paper is to define similarity functions for-sa
itized attributes. Our results are still preliminary. We ar
not clear how to get new similarity functions if the heuris-
tics between original attributes are very complex. We motic
that alert correlation graphs constructed from our optimis

] H. Debar and A. Wespi.

(6]

(7]

(8]

(9]

[10]

[11]

The first phase is entropy guided alert [12]

[13]

[14]

15]

[16]

approach may include false prepare-for relations, we will [17]

investigate how to further refine them in our future work.

[18]
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